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Abstract— In the field of evolutionary robotics, evolution is 

commonly done with simulated hardware; the transition to real 

hardware can be difficult. We evolved a neural network 

controller that produces dynamic walking in a simulated 

bipedal robot with compliant actuators, a difficult control 

problem. We describe some of the challenges of transitioning 

from a simulated robot to the hardware. Currently our 

controller can make the robot balance in a standing position, 

both in simulation and on the hardware; the controller can also 

successfully walk in simulation, but not yet on the hardware. 

I. INTRODUCTION 

HE evolutionary design of robot controllers mirrors 

several aspects of the natural evolutionary process: we 

describe populations of robot controllers; each controller’s 

performance on a given robotic control task is evaluated; 

superior controllers enjoy reproductive advantage; and we 

produce related genotypes via genetic operators such as 

mutation and recombination. If some of these genotypes 

include a lucky innovation, it will tend to increase in 

frequency in subsequent generations, and our controllers 

may gradually improve. There are analogs to each of these 

operations in nature. One place where evolutionary 

roboticists face an additional challenge is in the evaluation 

phase. Many thousands or even millions of evaluations may 

be required; this wears out physical robotics hardware. The 

evaluations are typically independent, so the process could 

be parallelized, but the costs of many copies of complex 

hardware can be great. For these reasons, we often choose to 

perform evaluations on a software simulation of the target 

hardware platform. Because simulation is never perfect, this 

introduces errors – perhaps significant ones. Hence, if we 

take a controller that was evolved against a simulator, it 

often will not work on the real hardware. [1, 2] Evolutionary 

algorithms are notorious for finding corner cases and errors 

in physical simulators, and exploiting them; if they do so, 

the transition to reality will not be successful. [3] 

Several authors have used neural networks with either 

evolved or learned weights to perform bipedal control [1, 4-

7]. Dynamic walking, wherein the robot momentarily falls at 

points during the walk, is more difficult than static walking, 

in which the robot is continuously supported by the 
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(typically larger) support envelope of the robot’s feet. Use of 

compliant actuators, e.g., [8] rather than stiff actuators, 

further increases the difficulty of the control problem. 

Using a software simulator, we have evolved a neural 

network controller that produces dynamic walking in a 

bipedal robot with compliant actuators. We solved the task 

of making a compliant bipedal robot balance, walk 

dynamically forward, and balance again, in simulation. On 

the physical hardware, the controller successfully balances 

in a standing position, and is robust to pushes. We have 

previously described the evolutionary methods we used, 

involving population structure and fitness functions of 

increasing difficulty, to help the populations avoid becoming 

trapped in local optima [9]. In this article, we describe our 

attempts to make this controller also walk on the physical 

robot hardware. 

II. METHODS 

A. Robot Hardware 

Our target hardware platform is a robot called Dexter, a 

12-degree-of-freedom (DOF) bipedal walking robot 

developed by Anybots, Inc. The Dexter hardware is shown 

in Fig. 1. Dexter has pneumatic actuators, as opposed to 

more typical electromechanical or hydraulic actuators. 

Pneumatic actuators have a high level of compliance, or low 

stiffness, compared to other actuators.  This high compliance 
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Fig. 1. Anybots’ Dexter hardware, on right. See [10]. A 

biologically-evolved bipedal walker is on left. 
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results in a significantly more difficult control problem, but 

reduces the likelihood of damage to the robot or humans in 

the event of a fall or other malfunction. Compliant actuation 

also allows energy capture and release, leading to greater 

energy efficiency. Therefore there is interest in the robotics 

community in control strategies that work on robots with 

compliant actuators. Creating a successful controller for a 

walking 12-DOF bipedal robot with compliant actuators is a 

challenging, open problem. With compliant actuation, unlike 

with stiff actuation, analysis paradigms such as Zero 

Moment Point (ZMP) [11] offer only limited help. Position-

based control of each joint is not nearly precise enough to 

develop a stable walking gait using positional feedback 

alone, as in the traditional ZMP approach. In addition, 

changes to any single actuator's input can have a significant 

impact on the future position of other actuators. 

Each of the 12 joints has sensors to detect the current joint 

angle and torque. In addition, a 6 DOF inertial measurement 

unit (IMU) is mounted on the torso of the robot, providing 

data on X, Y, and Z accelerations; and pitch, roll, and yaw 

rates. These sensors had been demonstrated to be adequate 

for stable walking in previous experiments with manually 

designed gaits. However, none of the sensors is perfect. The 

joint angle sensors measure joint angle and velocity quite 

accurately, but don’t sense additional flexing in the metal 

structural elements next to the joint. The IMU has some 

amount of noise as well as high-frequency roll-off and phase 

delay due to its internal filtering. Strong, high-frequency (3 - 

15 Hz) components of torso motion can, because of small 

nonlinearities and phase delays in the IMU, contribute 

significant errors in measured torso position. 

B. Physical Simulator 

Anybots also developed simulation software to model 

Dexter, written in C++ and Python, utilizing the Open 

Dynamics Engine, an open-source rigid body simulation 

system. The simulation was developed specifically to model 

the complexities of pneumatic control. In particular, a 

thermodynamic model of temperature and pressure changes 

over time was incorporated into the actuator model; the 

parameters of this model were tuned to match the empirical 

response of the actual robot. The simulated version of 

Dexter is illustrated in Fig. 2. 

From the point of view of the control software, the 

simulated robot can be summarized as a "black box" with 12 

inputs (the 12 joint actuators) and 18 outputs (the 12 joint 

angles, plus the 6 degrees of freedom of the IMU). Every 

10ms, a neural network controller computes a new set of the 

12 actuator values; the physical simulator computes the 

positions of all parts of the robot for the next time step given 

those actuator motions; and a subset of the sensor values are 

processed (as described below) and passed to the controller 

to compute its next actions. 

C. Walking Task and Suggested Trajectories 

The walking task is as follows: starting from a balance 

phase, we desire the robot to take five steps, resulting in a 

forward translation. The robot should then revert to its 

balance mode, and remain standing upright. The entire 

walking task, not including the balancing phases, is 3.4 

seconds long. 

The search space of motions of all actuators to move the 

robot from the starting of the walk to the end is 

multidimensional and very large. Most of the state space will 

not produce anything nearly resembling a human walk. We 

greatly constrain the search by providing a set of target or 

“suggested” trajectories of three types, parameterized in 

time, for the robot to follow. These objectives are partially 

contradictory. 

First, we generated a set of suggested trajectories for the 

angles of all joints. This set was generated algorithmically, 

using sine-based generators, and resembles a basic human 

walking cycle, including an initial half-step of the right leg, 

followed by three full steps of the left, right, and left legs, 

and a final half-step of the right leg, bringing the robot back 

to a standing pose. Second, we provide a suggested 

trajectory for the center of mass of the robot, consisting of 

an acceleration phase, coasting phase, and deceleration 

phase. The overall desired forward translation of the center 

of mass is approximately 1.2 meters. Finally, our desired 

trajectory should minimize variations in the pitch, roll, and 

yaw of the torso; we want the torso to experience a smooth 

ride. 

Completion of the entire task requires that the control 

networks deviate somewhat from the suggested trajectories; 

if the robot were to follow the suggested joint angles exactly, 

it would fail to balance. However, as it turns out, we were 

indeed able to evolve a successful controller that balances 

throughout the walking task, and produces output not very 

distant in state space from the suggested joint trajectories. 

 
Fig. 2. Simulated version of Dexter. See [12]. 
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D. One Evolutionary Individual: a Set of Neural 

Networks 

We divided the walking task of 3.4 seconds duration into 

34 time slices of 100 milliseconds each. The phenotype of 

one evolutionary individual consists of 22 separate neural 

network controllers. Each of these networks is responsible 

for control of the robot for one or more of the 34 time slices 

(some networks are reused for multiple time slices, as 

detailed below). In addition, there is one pre-evolved 

network that is responsible for standing balance only; this 

network is identical for all individuals and is in control at the 

beginning and end of the walking task when the robot is 

(ideally) standing still and upright.  

To evaluate the performance of a given set of neural 

networks, we run a series of tests using the networks to 

control the simulated robot.  For each test, we slightly vary 

the initial conditions to ensure that the simulator does not 

repeat its previous run precisely. The randomization consists 

of applying a random force impulse to the robot, in a 

randomized direction, while balancing, before it begins to 

walk.  In addition, we vary the distance between the feet, on 

the order of several centimeters. In some experiments, we 

vary other parameters, such as the floor friction, as described 

below. 

During each test, the simulated robot is lowered to the 

ground, and the pre-evolved balancing network is activated.  

We allow the robot to balance for several seconds. Then, we 

transition from balancing to the walking phase.  Each neural 

network has primary control of the robot for 100 

milliseconds at a time. However, straddling the points of 

transition between networks, we apply a 50ms period of 

“cross-fade” between networks, to smooth the transitions 

from one to the next. During this cross-fade period, the 

earlier network's weight ramps down from 1.0 to 0.0, while 

the weighting of the next network ramps up from 0.0 to 1.0. 

This pattern continues until the end of the walk, at which 

point we transition back to the balancing network. 

Most early attempts at the task result in the robot losing its 

balance before completion of the entire walking task. (E.g., 

see Fig. 7, rows 1 and 2. The figure is discussed in more 

detail below.) As evolution progresses and the individuals in 

the population improve, the average individual is able to 

progress further toward completion of the entire task before 

loss of balance. (See Fig. 7, rows 3, 4, and 5.) 

E. Neural Networks 

The 22 neural networks in the phenotype of each 

individual are given one of four different topologies. In the 

work discussed here, the edge weights, but not the 

topologies, evolve. The four topologies are called: balance, 

step-off, walk-left, and walk-right. The walk-right topology 

is illustrated in Fig. 3. The sensor names correspond to 

measurements of the torso orientation and velocity; the 

effector names correspond to the various actuators on the 

legs. The walk-left topology is identical, except the Lean Y, 

Velocity Y, and Yaw input signals are negated, and the 

outputs are reversed between the left and right legs, to 

exploit the bilateral symmetry of the robot (see below). The 

step-off topology (not shown) is used to initiate the walk, 

and has four inputs and eight outputs: the Yaw sensor is not 

connected, and the Inner and Outer effectors of each ankle 

are connected from the same output. 

The balance topology, shown in Fig. 4, used at the 

beginning and end of the walking task, is very simple, 

containing only 5 internal neurons; only the Lean Y and 

Velocity Y sensors are connected because the robot is 

intrinsically stable from side to side. We had prior domain 

knowledge indicating that this simple topology is sufficient 

to produce balance when the robot is standing. A single 

network of the balance topology was separately evolved to 

balance the robot in a standing position; runs attempting the 

entire walking task begin and end with control by this pre-

evolved network. 

To produce the final output that is sent to the joint 

actuators, the output neuron values, which may be positive 

or negative, are added to the suggested joint trajectories, as 

illustrated in Fig. 5. In other words, the network outputs 

represent deviations from the suggested trajectories, 

computed in response to the inputs. Each actuator input 

indicates a nominal position for that actuator, specifying the 

 
Fig. 3. The walk-right topology type. 

 
Fig. 4. The balance topology type. 
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position the joint would settle to with no outside forces 

acting on it. In practice, the actual actuator position deviates 

from the input value depending on how it is loaded; this can 

be modeled as an absolute position control with an attached 

spring. 

 
Fig. 6 illustrates the sequence of networks used. At the 

beginning of a test, a single pre-evolved network of the 

balance topology runs for several seconds as the standing 

robot settles; this period is not counted in scoring. Then, a 

sequence of four networks of the step-off topology run for 

100ms each; this sequence permits a lean to the left, to allow 

the robot to subsequently lift its right foot. Then six walk-

right networks are used for acceleration up to normal 

walking speed. In the middle of the walk, another set of six 

networks is reused three times: first this set is connected as 

walk-left; then it is reused but connected as walk-right; then 

it is reused again, connected as walk-left. (This reuse 

exploits the bilateral symmetry of the robot; note the 

corresponding bilateral symmetry of the walk-left and walk-

right topologies.) Finally, a sequence of six networks 

connected in topology walk-right is run as the robot 

decelerates to a stop; and the pre-evolved balance network is 

again activated. This yields a total of 22 (4 stepping off + 6 

accelerating + 6 walking at constant speed + 6 decelerating) 

evolved networks, walking for a total of 3.4 seconds ((4 + 6 

+ 18 + 6) * 100ms = 3.4 seconds). One of the features 

enabled by this scheme is that we may naturally extend the 

middle portion of the walk (the six networks that are reused 

as walk-left, walk-right, walk-left) to a greater length. 

 

F. Scoring 

At the end of each test, we compute a score, intended to 

represent how well the individual (i.e., the set of 22 

networks) performed for that test. The score is a weighted 

sum of several metrics. The predominant metric is time until 

loss of balance, which has a positive weight. (Certain body 

angle thresholds indicate loss of balance.) The rest of the 

metrics are errors that are weighted negatively. These 

metrics are calculated as the sum of either the absolute value 

or the square of an error term for each 10-millisecond 

simulation step of the test.  The metrics used are: variation in 

pitch, roll, and yaw from an upright position; the difference 

between the robot's actual COM and its suggested COM 

trajectory; the difference between the robot's actual and 

target joint angles (lightly weighted); and the difference (in 

projected X, Y coordinates) between the center of mass of 

the torso and the mean position of the center of both feet. 

Each individual makes five attempts at the walking task, 

and the five scores are averaged to produce a final score. 

G. Genetic Algorithm 

The genotype of each individual is split into 22 

chromosomes; each chromosome holds the weights for one 

of the 22 neural networks. Pairs of individuals reproduce 

sexually, with segregation of chromosomes, but no 

recombination within chromosomes. With a chance of 10%, 

a given chromosome will receive a single point mutation, 

which is assigned to one of its network weights randomly. 

Mutation of a single weight occurs by the following 

procedure: We pick a number r uniformly distributed 

between -1.1 and 0.9. We multiply the existing weight by f = 

10
r
. This has the effect of multiplying or dividing the current 

weight by as much as approximately 10, with a bias towards 

zero. Next, with a 10% chance we multiply the weight by -1 

to flip its sign. If the original weight was exactly zero, 

however, then instead of the above, we simply pick a new 

weight uniformly distributed between -0.1 and 0.1. 

The life cycle consists of the following, in this order: 

scoring of phenotypes; sexual reproduction proportional to 

scaled score, with segregation of chromosomes; mutations 

applied to offspring; migration. We used a population of 

N=120 split among four subpopulations (see [9] for details 

of the population structure). 

III. RESULTS 

The software simulator for the Dexter hardware was 

originally intended to aid the manual design of gaits. 

Anybots previously designed a user interface for manually 

specifying joint motions and feedback terms, and has had 

success manually designing balancing, walking, and 

jumping behaviors that work on the real hardware. [13, 14] 

The simulator is very detailed and accurate in some aspects 

– for example it models the pneumatic pressures in various 

parts of the robot; but in certain situations, it does not 

accurately model the physical robot. For example, when the 

feet of the robot bang together, the simulated and physical 

 
Fig. 5. The controllers evolve the corrections (green) to the 

template inputs (red) needed to produce the actuator inputs (blue) 

that will maintain balance throughout the walking task. 

 
Fig. 6. 22 networks each control the robot in turn. Blue indicates 

networks of balance topology; orange indicates step-off topology; 

red is walk-left and green is walk-right. Numbers indicate specific 

evolved networks; note that networks 11 thorough 15 are used 

three times, wired in either walk-left or walk-right topologies. This 

exploits the bilateral symmetry of the robot during the middle 

“coasting” portion of the walk; this portion could be extended by 
more repetitions. 
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robots behave quite differently. This is not a problem when 

the simulator is used for manual design of gaits, because 

desirable gaits do not typically involve banging the feet 

together, so the designer intentionally avoids this behavior. 

However, when we used the simulator for evolutionary 

design, the evolutionary algorithm would often arrive at 

solutions to the walking task that would work in simulation, 

but would involve certain poorly-simulated conditions; the 

result is that evolved solutions that enter such conditions are 

unlikely to work on the hardware. 

A. Balancing, on Hardware 

We began with evolving a single network that would 

balance the robot in a standing position, using the balance 

network topology shown in Fig. 4. During evolution we 

applied impulse pushes of random direction and magnitude, 

so that the network would evolve robustness to pushes, 

which it did. One initial problem during evolution of the 

balancing controller was that the feedback gain it evolved 

was too high. This worked in simulation, but the simulated 

robot is stiffer than the physical one. The resulting rapid 

flapping of the feet against the floor was clearly non-

physical. We added an explicit fitness penalty for high gain, 

and this behavior was successfully eliminated; the re-

evolved solution then worked both on the simulator and on 

the hardware. A video of the balancer running on the 

hardware is available here [10]. 

B. Walking, in Simulation 

We evolved solutions to the walking task that were 

successful in simulation. This involved a novel method of 

encouraging the population to evolve “around” local optima, 

involving spatially structured populations. We have 

previously described that work here [9]. Several time 

sequences of images of the simulated robot walking are 

shown in Fig. 7; an animated movie is available here [12]. 

Each row corresponds to a sample run of the best-scoring 

individual from a certain deme (that is, a certain 

subpopulation; see [9]) at a certain generation, as labeled in 

the figure. In the first row, the best individual falls over 

almost immediately; as evolutionary progress is made over 

many generations, the best individual improves until it 

completes the entire walking task. 

C. Walking, on Hardware 

When attempting to solve the walking task, the 

evolutionary algorithm found solutions that scored well in 

simulation according to the scoring function we had 

provided, but nonetheless had practical problems that 

precluded successful transfer to the robot hardware; these 

were all related to known shortcomings in simulator 

accuracy. 

1) Floor friction 

One aberrant controller behavior was a “moon walking” 

motion (sliding the foot backward while maintaining contact 

with the floor). By shifting its weight only partially, the 

robot could keep the leg in contact with the floor, thus 

improving stability. Foot dragging isn’t always a bad thing: 

humans often adopt a similar foot-sliding gait on uniform 

slippery surfaces like ice. However, in the simulator, the 

ground is modeled as a smooth surface with uniform 

coefficient of friction of 0.5, close to the average friction of 

the physical carpet in the lab under the real robot. In 

contrast, the physical carpet is not uniform and tends to 

catch toes that dig into it. Humans learn from experience to 

avoid gaits that depend on the exact friction between the foot 

and the ground, since friction is often unpredictable and 

nonlinear. Therefore, we added variable floor friction to the 

simulator model, and re-evolved a controller solution. This 

controller avoided moon walking. 

2) Feedback gain and oscillations 

Another major difference between robot and simulator can 

show up as high frequency oscillations. The simulator 

models each limb as a rigid body, but in fact the aluminum 

structural members of the robot flex somewhat under load. 

When the robot moves smoothly and fluidly, the differences 

aren’t very important, but when the feedback gains are 

turned high enough they can cause feedback oscillation in 

the robot in the 3-15 Hz range. 

Several forms of oscillation were observed. Consider the 

example of an oscillation in the frontal plane hip joint that 

moves the legs together and apart. The neural network 

evolved a feedback term active during the swing phase to 

correct lateral foot placement. The inputs to the feedback 

include the current kinematic position of the foot computed 

from the IMU and joint angle sensors. Various non-ideal 

 
Fig. 7. Performance on the walking task improves over time. An animated movie of this figure is available here [12]. 
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properties of the robot are evident when this joint is excited 

at 10 Hz frequencies. Clearance in the bearings in other hip 

joints and knee contribute to a small amount of lost motion 

in those joints, adding up to several millimeters at the foot. 

Within the narrow range of movement of the lateral hip joint 

that is absorbed by other joints, the effective moment of the 

inertia seen by the joint is an order of magnitude lower than 

the inertia of the foot, introducing an extra pole in the 

system that can lead to oscillation not seen in the simulator. 

 Flexing of the metal also leads to many weak resonances 

in the 10Hz range. For this and other reasons, the maximum 

feedback gain before onset of oscillation is much lower in 

the robot than in the simulator. The same kinds of oscillation 

can be observed by increasing the feedback gains of our 

manually designed walking cycle. While the manually 

designed controller generally used as little feedback as was 

necessary to achieve stability, the controller evolved on the 

simulator frequently had much higher feedback gains that 

caused feedback oscillations on the robot. 

Another non-ideal property of the physical robot was 

evident when the torso motion contained high-frequency 

components. The IMU, when subjected to strong vibrations 

with both acceleration and rotation, can exhibit a false 

product of the two vibrational modes producing an apparent 

acceleration in the horizontal plane, leading to inaccurate 

feedback inputs. Humans are susceptible to this too: strong 

vibrations in the head can cause apparent drift in the inertial 

sense. Behaviors evolved on the simulator can include hard 

impacts of the feet on the floor that are benign in the 

simulator but cause sensor drift in the robot. 

We plan to add explicit penalties for high feedback gain, a 

strategy that was successful in reducing the evolved gain in 

our earlier controller that performed balancing only. 

Another strategy that we found effective during manual 

design of controllers was testing with different amounts of 

delay in the feedback loop. Adding an extra 10ms delay in 

the feedback loop revealed feedback terms that brought the 

system close to oscillation. We plan to try this method with 

evolved controllers. We expect that once the oscillations are 

exposed in simulation, they can be removed by selection in 

the evolutionary algorithm. 

3) Collisions of feet 

Another aberrant behavior we observed was knocking 

together of the feet during the swing phase. This was a 

beneficial adaptation in the simulator because it effectively 

reset the lateral separation of the feet between steps, making 

the walk more stable. The amount of energy lost to friction 

was relatively small since the somewhat elastic collision 

bounced the feet apart immediately. In the simulator the feet 

are modeled as simple blocks with a fixed coefficient of 

friction, but in the real robot the friction depends on what 

parts of the feet are in contact. The feet have various features 

that can catch on each other, and if repeated often enough 

the impacts can damage the hardware. 

We are in the process of attempting to eliminate this 

behavior by increasing the scoring penalty for errors in the 

width of foot placement, relative to the template walk. As of 

this writing, however, we have not completed an evolved run 

with this modification. 

We may also vary other parameters, such as limb segment 

weights, joint stiffness, moments of inertia, and friction, by 

several percent. We anticipate that when the currently 

understood dependencies on simulator shortcomings are 

corrected (the ones described above), errors in some of these 

other parameters may well be exposed. This is an iterative 

process. 

We are optimistic that a combination of the above 

strategies will produce an evolved controller that walks on 

the hardware. A video of the latest set of hardware trials is 

available here [15]. 

IV. DISCUSSION 

A pioneering paper by Jakobi [3] describes the intentional 

introduction of noise into simulations used for evolutionary 

robotics. That paper makes the point that it may be 

somewhat easier to characterize the error distribution of a 

particular aspect of the simulation, rather than actually 

correcting that error by improving the simulator. Jakobi’s 

suggestion is that, if we know the simulator is providing 

values for some sensor input that deviate from the real 

values, we can at least have the evolved solution not rely on 

the systematically wrong values; we can encourage it to be 

robust to the sorts of errors we know are there, if we can 

characterize them. We believe that Jakobi does describe a 

heuristically useful methodology; however, we would make 

the following comments.  

A. The “base set” must be large enough; this may be 

difficult to ensure. 

Jakobi’s “radical envelope of noise hypothesis” is stated 

as follows: “If random variation is applied in specific ways 

to all aspects of the simulation then control architectures that 

evolve to be reliably to within the simulation will be base set 

robust and base set exclusive and will therefore successfully 

cross the reality gap.” [3] (The “base set” are those aspects 

of the simulation that are well-simulated, without much 

error; if the evolved solution depends only on the base set 

aspects, then it should transition successfully to reality. 

“Base set exclusive” means the evolved solution depends 

only on the base set aspects; “base set robust” means it is 

robust to any remaining errors in the base set aspects, since 

no simulation is perfect.) However, we believe that Jakobi 

neglects the difficulty of making the base set span a 

sufficiently broad range of behaviors accurately. 

In Fig. 8, which we intend as a figurative illustration, the 

X axis represents the value of some aspect (such as the 

sensor measurement of a joint angle). The red curve 

indicates the magnitude of error between reality and the 

simulator in that aspect; assume we are unwilling or unable 

to reduce the red curve by improving the simulator accuracy. 

Green indicates “noise” intentionally introduced into 

simulation; we try to make this distribution match the 
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distribution of simulation error (red) as best we can; this 

may be easier to do than improving the simulator. Blue 

indicates evolved robustness to the noise; we have limited 

control over this since it is an evolutionary response. The 

evolved controller, through controller feedback or some 

other mechanism, will succeed in simulation as long as this 

(blue) curve contains (i.e., remains above) the noise (green) 

curve. Moreover, in our simulated evolutionary process, 

there is direct selection for the blue curve to contain the 

green curve. When the blue curve also entirely contains the 

red curve, the evolved solution will also work robustly on 

the real hardware; however, there is no direct selection for 

this because our evolution is only in simulation. 

In case A of Fig. 8, our introduced noise (green) matches 

the distribution of simulator error (red) fairly well; the blue 

curve, representing a robust evolved response in this case, 

was directed selected by evolution to contain the green 

curve; happily, in this case, it also contains the red curve, 

indicating that the transition to reality will also be 

successful. In case B, even though the red and green curves 

are identical to those in case A (i.e., we use the same 

simulator, and introduce the same noise, respectively), we 

were unlucky and got a less robust evolutionary response 

(blue). It still contains the green curve (it was directly 

selected to do so) but happened to find a solution that does 

not completely contain the red curve. When the red curve 

exceeds the blue curve, the transition to reality fails. In case 

C, we have introduced error (green) that does not model the 

distribution of simulator error (red) very well; 

unsurprisingly, much of the red curve lies outside the blue 

curve, and the transition to reality almost always fails. In 

case D, the introduced noise (green) closely matches the 

distribution of simulator error (red); this condition makes it 

likely that the transition to reality will be successful, but this 

match may be difficult to attain in practice. 

Another problem, not illustrated in the figure, is that we 

have shown only a one-dimensional aspect. It may be the 

case that two or more such aspects are not statistically 

independent. We can add a second aspect by imagining the Z 

axis pointing out of the page. One can imagine that when 

many partly correlated aspects coexist in multiple 

dimensions, simplistic descriptions of error (green) – for 

example, derived from the normal distribution in several 

dimensions – might quickly come to deviate significantly 

from their corresponding simulator errors, which may be 

interdependent in complex ways. We will find it increasingly 

difficult (as dimensionality increases) to characterize our 

simulator error well; this is analogous to case C in the figure, 

but in multiple dimensions. Because there is only direct 

selection for controller robustness (blue) to contain our 

introduced noise (green), it becomes more and more a matter 

of luck whether the robustness (blue) will also contain the 

simulator error (red). We may introduce larger and larger 

amounts of noise (green) to try to increase robustness 

further; but, as Jakobi noted, this also makes it less likely 

that evolution will find any solution at all, even in simulation 

(i.e., the blue curve may fail to contain even the green 

curve). (We did observe in practice that when we demand 

more robust solutions, evolution takes significantly longer.) 

Thus, Jakobi’s method is not enough to ensure a 

successful transition to reality; and, it may have problems of 

scaling. That said, evolutionary progress is almost never 

ensured in any case. Furthermore, we may often be able to 

select independent, or nearly independent, aspects of the 

simulation and estimate their errors reasonably. Therefore, 

we do believe the method will help to encourage robustness 

to simulator error in many cases. Past a certain point, only 

the hard work of improving the simulator will improve our 

chances of transitioning to reality; but short of improving the 

simulator, Jakobi’s method may give us a bit of extra 

leverage, if we have a reasonable characterization of our 

simulator errors. 

B. Is random variation between trials superior to within 

trials? 

Jakobi [3] emphasizes that the random noise applied to the 

“implementation aspects” of the simulation (his term for the 

poorly simulated aspects that we wish to encourage the 

evolved solution not to depend on, by making them 

unreliable) ought to vary between trials, as opposed to than 

within each trial. We don’t follow his reasoning for this, 

however. In particular, if there were a learning phase, then 

an evaluation phase to each individual trial (e.g., a time 

period for the robot to “become accustomed” to its variable 

body, then the actual trial) then between-trial variation, such 

as limb length variation, for example, could be factored out 

in this learning phase. In that case, evolution might not be 

strongly discouraged from depending on a particular limb 

length during the trial. Furthermore, making an aspect 

unreliable within a trial would encourage evolution not to 

 

 
Fig. 8. These graphs are intended as figurative illustrations. Red 

indicates the error between reality and the simulator in a particular 

trait. Assume we are unwilling or unable to reduce the red curve by 

improving the simulator accuracy. Green indicates “noise” 

intentionally introduced into simulation; we try to make this 

distribution match the distribution of simulation error (red) as best 

we can. Blue indicates evolved robustness to noise; we have limited 

control over this since it is an evolutionary response. When the blue 

curve completely contains the green curve, the evolved solution 

works robustly on the real hardware. See text. 
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depend on it, whether or not a learning phase was included. 

V. CONCLUSIONS 

We have described our iterative approach for evolving 

controllers for a complex robotic control task using an 

imperfect software simulator. If it is too difficult to improve 

the simulator, an alternative solution is to encourage 

evolution to avoid simulated conditions that are known to be 

error prone, for example with explicit scoring penalties. 

Another solution is to intentionally introduce variance into 

simulation parameters in order to encourage evolved 

robustness to similar simulation errors. Other methods, not 

explored here, include a learning phase in which the 

controller tests the hardware to learn certain parameters 

about it; and co-evolving simulation parameters to better 

match the hardware [2]. Our evolved balancing controller 

works robustly on the hardware, but we are still iteratively 

refining our evolved walking controller using the techniques 

described here. 

Anybots’ success at manual controller design [13, 14] 

begs the question: Why use evolution to design controllers 

for robots at all? Anybots’ manual designs required a 

significant effort by expert personnel; this may not scale 

well to very complex behaviors. We started this project to 

investigate whether we can evolve controller designs that 

surpass the best manual designs. (Answer: not yet at least.) 

Certainly, naturally evolved animals far surpass the abilities 

of any manually designed robot to date. Evolved animals can 

walk, run, jump, climb trees, glide, hop, fly, swim, etc. In 

addition, they reproduce, collect energy from their 

environment, and repair (heal) damage; such abilities make 

the problem of locomotion seem easy. Evolution is 

obviously extremely powerful. This project was a first foray 

for us into evolved controllers. One missing, but required, 

component for the artificial evolution of complex artifacts, 

not at all explored here, is an understanding of evolvability. 

Over very long time periods, natural evolution is able to 

accrete layers of complexity; to produce modules that are 

good at combining into higher-level modules, that in turn are 

good at combining into top-level phenotypes. This process is 

not well understood in theory, let alone as applied to 

artificial evolution. Theoretical and applied advances, 

however, will ultimately produce evolved controllers that 

rival the capabilities of animals. Manual controller designs 

are also improving, but observation of the natural example, 

and the exponentially falling cost/performance of computing 

lead us to suspect that the capabilities of evolutionary design 

will scale up rapidly. We foresee that evolutionary methods 

will be an important tool for the design of increasingly 

capable robot controllers in the future. 

ACKNOWLEDGEMENTS 

Thanks to Elliot Cuzillo for his work on the physical 

simulator. 

 

 

 

REFERENCES 

 

[1] D. Hein, "Simloid: Evolution of Biped Walking Using Physical 

Simulation," in Institut für Informatik. vol. Diploma Thesis Berlin: 

Humboldt-Universität zu Berlin, 2007. 

[2] H. Lipson, J. Bongard, V. Zykov, and E. Malone, "Evolutionary 

Robotics for Legged Machines: From Simulation to Physical Reality," 

in Intelligent Autonomous Systems 9 (IAS-9), 2006, pp. 11-18. 

[3] N. Jakobi, "Evolutionary Robotics and the Radical Envelope-of-Noise 

Hypothesis," Adaptive behavior, vol. 6, pp. 325-368, September 1 

1997. 

[4] A. Fujii, A. Ishiguro, T. Aoki, and P. Eggenberger, "Evolving bipedal 

locomotion with a dynamically-rearranging neural network," in 

Advances in Artificial Life. vol. Volume 2159/2001 Berlin: Springer, 

2001, pp. 509-518. 

[5] D. Hein and M. Hild, "Evolution of biped walking using neural 

oscillators and physical simulation," in RoboCup 2007: Robot Soccer 

World Cup XI Atlanta, 2007, pp. 433-40. 

[6] A. Ishiguro, A. Fujii, and P. E. Hotz, "Neuromodulated control of 

bipedal locomotion using a polymorphic CPG circuit," Adaptive 

Behavior, vol. 11, pp. 7-17, 2003. 

[7] H. Wongsuwarn and D. Laowattana, "Neuro-Fuzzy Algorithm for a 

Biped Robotic System," Proceedings of the World Academy of Science, 

Engineering, and Technology, vol. 15, October 2006. 

[8] L. M. Garder and M. E. Høvin, "Robot gaits evolved by combining 

genetic algorithms and binary hill climbing," in Genetic and 

Evolutionary Computation Conference (GECCO 2006). vol. 2 Seattle, 

2006, pp. 1165-1170. 

[9] M. E. Palmer and D. B. Miller, "Evolved Neural Controllers for 

Bipedal Dynamic Walking with Multiple Demes and Progressive 

Fitness Functions," in Genetic and Evolutionary Computation 

Conference (GECCO 2009) Montreal, Canada, 2009. 

http://arxiv.org/abs/0907.1839 

[10] YouTube video: Evolved balancer running on Anybots' Dexter 

hardware. http://www.youtube.com/watch?v=6fX1DU-XpKw 

[11] P. Sardain and G. Bessonnet, "Forces acting on a biped robot. Center of 

pressure - Zero moment point," IEEE transactions on systems, man and 

cybernetics. Part A. Systems and humans, vol. 34, pp. 630-637, 2004. 

[12] YouTube video: Performance on the walking task improves over time. 

http://www.youtube.com/watch?v=U3fys4Rc7OM 

[13] YouTube video: Dexter 3.3 Walking Robot. 

http://www.youtube.com/watch?v=eXwpIQMUikU 

[14] YouTube video: Dexter Jumps. 

http://www.youtube.com/watch?v=ZnTy_smY3sw 

[15] YouTube video: Attempts to run an evolved walker on the Dexter 

hardware. http://www.youtube.com/watch?v=6j4-lmbHcBk 

 

 

 

EvoDeRob IROS Workshop 58 St Louis, October, 11th 2009


	Foreword
	 N. Bredeche, S. Doncieux, J.-B. Mouret

	Exploring new horizons of Evolutionary Design of Robots
	S. Doncieux, J.B. Mouret, N. Bredeche

	Evolving Monolithic Robot Controllers Through Incremental Shaping
	J. Auerbach, J. C. Bongard

	Evolutionary Algorithms as exploration and analysis helper tools, application to a flapping wings aircraft
	S. Doncieux

	On Applying Neuroevolutionary Methods to Complex Robotic Tasks
	Y. Kassahun, J. de Gea, M. Römmermann, F. Kirchner

	A Multi-Cellular based Self-Organizing Approach for Multi-Robot Systems 
	Y. Meng, H. Guo, Y. Jin

	Embedded Evolutionary Robotics: The (1+1)-Restart-Online Adaptation Algorithm
	J.M. Montanier, N. Bredeche

	Novelty-based Multiobjectivization
	J.B. Mouret

	An Evolved Neural Controller for Bipedal Walking: Transition from Simulator to Hardware
	M.E. Palmer, D.B. Miller, T.L. Blackwell

	Evolutionary Design of a Robotic Manipulator for a Highly Constrained Environment
	S. Rubrecht, V. Padois, P. Bidaud

	Major Feedbacks that Support Artificial Evolution in Multi-Modular Robotics
	T. Schmickl, J. Stradner, H. Hamann, K. Crailsheim

	Evolutionary Design and Assembly Planning for Stochastic Modular Robots
	M.T. Tolley, J.D. Hiller, H. Lipson

	Evolving Symmetric and Modular Neural Network Controllers for Multilegged Robots
	V.K. Valsalam, R. Miikkulainen

	Competitive Co-evolution of High-Level Blocking Controllers for Unmanned Surface Vehicles
	P. Svec, S.K. Gupta

	Author index

